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A BSTRACT
Over the years, Graphics Processing Unit (GPU) technology has become increasingly complex,
attaining significant speedup against traditional multicore CPUs. General purpose GPUs (GPGPUs)
leverage streaming multiprocessors with their own on-chip shared memory to perform large scale
multi-threaded operations. However, writing code to explicitly make use of GPU architectures is
often challenging and requires advanced knowledge in GPGPU programming. In this study, we
will outline the various parallel programming frameworks available for targeting GPU resources
and compare both the computational performance and the productivity cost required to develop the
accelerator code. The aim is to provide a comprehensive resource for members of the scientific
computing community, serving as a guide in identifying the best approach to deploy when porting
scientific codes; in terms of productivity and performance.
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Introduction

Modern computing systems, and especially those in the high-performance computing (HPC) domain, are becoming
increasingly heterogeneous, deploying accelerators in the form of GPU devices in addition to multi-core CPUs. The
TOP500 project annually ranks the world’s most high-performing systems, based on their computational efficiency in
solving a set of linear equations. In the June 2020 release, 72% of the top 50 systems for energy efficiency deploy GPU
accelerators, demonstrating both the power and efficiency of these devices. GPU devices attain this efficiency over
multi-core processors by leveraging the throughput capabilities of the massively parallel GPU architecture, which is
optimised to perform many similar (and simple) tasks simultaneously across the ALUs (arithmetic logical unit).
Utilising the capabilities of the GPU requires the use of a programming framework. The choice of framework is a
complicated choice, that depends on the goals for the application and the skills of the programmer. The programming
frameworks vary greatly in degrees of code complexity, the fine-grained control available to the user and the support
in terms of compilers, programming languages, tools, libraries and concise documentation. Most of the prior code
deployment targets GPUs through the CUDA framework but CUDA is not suitable to target other architectures such
as AMD, Intel or other accelerators - portable approaches have emerged as an alternative method for targetting
these accelerators that use directives instead of explicit programming, lowering the barrier to entry for accelerator
programming. This study will compare some of the most widely deployed parallel programming frameworks for
accelerator programming including CUDA, OpenCL, OpenMP and OpenACC in terms of performance, productivity
and energy efficiency, but also detail the varying amount of support and other resources available for each framework.
There are many relevant computational studies that are detailed in the concluding sections of this report but this
report will attempt to provide further insight into the steps needed to port applications as opposed to just performance
analysis. Other choices outside these frameworks exist that will be discussed but empirical performance analysis will be
performed on the developed benchmark code for these listed frameworks.
The approach for the performance analysis will involve a benchmark code that has been developed at the Hartree Centre,
based on the finite difference method deployed in Collaborative Computational Project in Tomographic Imaging’s
(CCPi) Core Imaging Library (CIL) [1]. We have developed an implementation for the 1D, 2D and 3D versions of the
finite difference code and extended the core algorithm to support a higher order stencil central-difference scheme as
well as the traditional forward difference method currently deployed in CIL. The case study will look at the performance
gain by using GPUs against the serial and parallel CPU code and an evaluation of the CUDA, OpenCL, OpenMP and
OpenACC implementations and their utilisation of the GPU resources.
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GPGPU frameworks

There are several approaches that can be taken to gain benefit from GPU devices for an application, each with varying
degrees of complexity. Porting to GPUs can be as simple as linking a GPU-enabled library into the compilation of
the code and calling a pre-implemented GPU kernel to perform the task required (FFTW for Fast Fourier Transform
computations), or by using a pre-existing software package that can handle the GPU computation with little input from
the developer (GROMACS for molecular dynamic simulations).

Figure 1: Comparison of various GPU deployment strategies in increasing complexity.
These approaches are often highly optimised with good utilisation of the device but are limited to specific use cases
and algorithms. This report will compare the suitable approaches for when these methods are not applicable and more
fine-tuning of the implementation is required. These approaches have been split into three categories; direct approaches,
directive-based approaches and portable approaches.
2.1

Direct approaches

Direct approaches are parallel programming frameworks that represent core GPU programming principles such as
data transferring from host-to-device, thread management and kernel execution as programming abstractions but these
methods are closer to a direct translation of the hardware execution than the directive and portable based methods.
These methods usually require large amounts of code refactoring in the GPU port.
2.1.1

CUDA

NVIDIA’s Compute Unified Device Architecture (CUDA) is a highly popular parallel programming model for GPU
deployment on NVIDIA GPUs - providing developers an application programming interface to develop general purpose
codes that exploit the GPU hardware. CUDA provides programming abstractions that allows GPU programming without
the need to explicitly develop complicated multi-threaded code, providing automatic concurrent thread management on
the device. CUDA greatly reduces the learning curve for developers, exposing these abstractions as simple language
extensions to C/C++ or Fortran, but developing code in CUDA still requires a good level of knowledge in one of these
languages and, even more importantly, there is still a significant learning curve in optimising the underlying algorithms
for GPUs and learning the CUDA coding style requirements.
Programming for GPUs still requires the developer to decompose the fundamental algorithm into sub-problems that can
be solved by independent threads executing in parallel, and then into finer pieces that can be solved cooperatively over
the streaming multiprocessors. A compiled CUDA program will deploy these threads onto the individual processing
units of a GPU and manage their execution. CUDA thread blocks are batches of threads that cooperate together by
efficiently sharing their data through the fast on-chip shared memory available within each streaming multiprocessor of
the GPU.
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CUDA developers need to make many design considerations:
• How best to divide the data among the thread processors;
• Ensuring that on-chip shared memory is maximised without suffering the cost of memory stalls if larger
off-chip memory is required;
• Restructuring the input arrays to ensure coalesced-memory access so all threads in a warp can be executed
concurrently over contiguous data elements;
• Optimising the number of thread blocks required for full utilisation the GPU based on the global data size;
• The maximum amount of local data that blocks can share in their on-chip memory and registers and ensuring
the thread block size fits these restrictions;
• The number of thread processors in the GPU and the limits of concurrent threads and number of registers
available on the GPU.
These factors highly depend on the algorithm or the underlying hardware and often require large undertaking to design
the new GPU optimised algorithms and the refactoring of the code.

Figure 2: The thread block architecture in the CUDA programming model.

Figure 3: Standard C Saxpy implementation ported to CUDA style C++.
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2.1.2

OpenCL

OpenCL (Open Computing Language) is another widely deployed parallel programming framework for targeting
GPU hardware. OpenCL is built on an open standard that is maintained by the Khronos Group, with input from its
various vendors including Intel, AMD, IBM, Apple, Altera and recently NVIDIA. OpenCL is designed to allow code
deployment across modern heterogeneous platforms that consist of many accelerators as well as many-core CPUs,
providing a low-level abstraction model to developers, akin to the abstractions in CUDA, that allow for execution on
many-core CPUs, GPUs, FPGAs and other accelerators. Unlike CUDA, it is designed to be portable, giving developers
access to varying accelerators through an abstract hardware layer. The OpenCL standard language extensions are
available for C and C++ but with no Fortran support like CUDA and alternatives.
To support this portability potential, a large-amount of "boiler-plate code" is required to initialise the abstractions that set
up the framework for the targeted hardware. The specification defines a hierarchy of models that are required to build the
parallel framework. The platform model initialises the host and device concepts - the host, which is usually the CPU of
the computer system will execute the host program, and the device executes code on the computational unit/accelerator
that OpenCL library provides access to (GPU/FPGA). The execution model is defined by two isolated units of program
execution, kernels that execute code on OpenCL devices and a host program that is executed independently in terms
of execution. The memory model splits the memory into two parts: host memory and device memory. Host memory
is memory directly available to the host in the form of memory objects and the device memory is memory directly
available to kernels executing on the OpenCL devices, in which data can be transferred freely through the shared virtual
memory interface. These models are paired with the OpenCL runtime, which enables the construction of command
queues which schedule kernels and allow for local and global data synchronisation.

Figure 4: Schematic structure of the OpenCL framework.

OpenCL also provides the work-item abstraction, a single thread with its own control flow and memory that is mapped
onto the processing units of the device. Batches of work-items create a work-group with its own local shared memory
which maps onto the streaming multiprocessor of the GPU, utilising the GPU’s fast on-chip shared memory and allowing
for synchronisation within a work group. These provided worker abstractions are very similar to the thread-block notion
in CUDA and requires similar levels of code refactoring and performance tuning in order to create high-performing
applications.
2.2

Directive-based approaches

OpenMP and OpenACC are two frameworks that allow GPGPU programming through a directive-based approach. In
this approach the compiler generates kernels that can be "offloaded" onto the GPU device through the use of high-level
compiler directives that the compiler can understand and do not require much programming effort for the developer.
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2.2.1

OpenMP

OpenMP (Open Multi-Processing) is an application programming interface based on a free standard, which is designed
for developing parallel programs in shared-memory environments. OpenMP is widely adopted in the scientific and highperformance computing domain for scaling applications over multi-CPU systems driven by the growth of multiprocessor
CPUs on a single die, used often in conjunction with MPI for scaling over large compute clusters. OpenMP extends
existing languages such as C/C++ and Fortran with a set of compiler directives, library routines and environment
variables.
The core construct in OpenMP C/C++ is the #pragma omp parallel directive, which is used to fork threads from a master
then compute the work enclosed in the construct in parallel over the threads. OpenMP supplies work-sharing constructs,
which describe how this work is assigned to the threads, controlling synchronisation etc. OpenMP also supplies
attributes that describe how the data is shared - private where the data declared in a region is private to each thread or
shared where the data outside a parallel should be shared and accessible by all threads simultaneously. OpenMP also
offers scheduling clauses that dictate how the work is assigned to threads which is often a core optimisation point for
SMP applications.

Figure 5: Saxpy example coded in OpenMP C/C++.
Recently, as of OpenMP 4.0, a new set of directives has been introduced into the OpenMP standard, designed to allow a
portable approach to accelerator programming through offloading. The execution model takes directions from the host
to offload computationally expensive operations onto the accelerator device. Several vendors have been supporting this
method and it can now be used with popular modern compilers to target NVIDIA GPUs. These directives allow for
data to be loaded onto the device for a duration with the target data and map directives, which informs the compiler
of the size of the data to be transferred and whether to pass the data back to the host after the offloaded kernel. The
teams directive sets up a league of teams in a target region that spawns multiple threads, which will be executed on the
processing unit of the device by using the distribute directive to partition the loop iterations. This translation to device
code is dependent on the particular implementation and has lead to a slow uptaking in OpenMP offloading due to these
challenges for vendors but, as of now, most popular compiler provide an implementation that can target GPU devices.

Figure 6: Saxpy example coded in OpenMP C/C++ with offloading directives.
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2.2.2

OpenACC

OpenACC (Open Accelerators) is another alternative framework that offers a directive-based shared memory programming approach to GPU development. The OpenACC standard provides extensions of the C/C++ and Fortran
programming languages. Unlike OpenMP, OpenACC was built to support offloading to GPUs from the start, developed
by Cray and NVIDIA, and later CPU support was enabled with the PGI 15.10 compiler. The offered syntax is very
similar to OpenMP 4.0 but offer additional features not available in the OpenMP standard.
In C/C++ OpenACC directives are programmed with the general syntax of #pragma acc directive-name clause which is
used to construct the parallel region with the parallel directive that specifies which code is to be executed in parallel.
OpenACC also provides the kernel directive which entrusts the compiler with analysing dependencies in the kernel and
automatically optimising the parallel section for the developer. Additional there are various clauses for data transfer,
data sharing and synchronisation clauses and directives that are available in OpenMP.

Figure 7: Saxpy example implemented with kernels construct in OpenACC.
OpenACC provides three levels of parallelism that is available in the accelerator parallel region. OpenACC provides
various loop construct clauses: a gang, worker and vector, which respectively correspond to the streaming multiprocessor,
warp and thread resources on GPUs, akin to the familiar thread and thread-block designs in other accelerator frameworks.

Figure 8: Gang, worker and vector constructs in OpenACC.

2.3

Portable approaches

The final category of parallel programming frameworks are those designed for performance portability that minimise
the need to implement architecture specific code and optimisations. They aim to achieve near the same computational
performance as optimising for a specific architecture. These frameworks enable the programmer to only worry about
maintaining a single code version and are shielded from the technical details of different target architectures.
6

2.3.1

Kokkos

Kokkos is part of the Trilinos project, developed by the Sandia National Laboratories (SNL) to provide a modern
abstract approach to developing applications that require performance portability. Kokkos is designed around two core
principles: (1) utilising abstractions to perform computation on many-core devices and (2) leveraging the power of C++
templates to provide portable high-performance data-layout tuning functionality.
There are two different approaches deployed when developing Kokkos-enabled applications, using either C++ functors
or lambdas to express the body of a device kernel. The library makes a distinction between execution space and memory
space to support GPUs and accelerators, which need to have distinct memory from the host CPU, and any interaction in
those memory spaces is provided by the framework through programming abstractions using built-in copy methods.
Kokkos provides Views as a replacement to primitive data types when executing a kernel, abstracting the storage layout
from the data, allowing the programmer to not worry about specific architecture optimisations for caches, or coalesced
memory enhancements for GPUs, the optimal layout and padding can be chosen automatically and individually for each
architecture. Kokkos kernels are described either as functors or lambdas, where functors are essentially C++ templates
including all parameters as member variables and an overloaded function operator for describing the loop body and can
be used to describe multi-variable reductions through join functions. Kokkos also provides data-parallel operations such
as the familiar reduction and scan algorithms.

Figure 9: Saxpy kernel implementation in Kokkos.
2.3.2

RAJA

RAJA is another performance portability framework developed by Lawrence Livermore National Laboratories (LLNL),
providing a C++ abstraction layer to hide away non-portable compiler and platform specific optimisations and other
details, to make it simple for developers to fine tune data layout and memory access to optimise the code on diverse
memory hierarchies.
RAJA’s view is that the organisation and control of memory locality is an essential step in porting serial scientific
applications to run on parallel architectures, and makes this easier to perform chunking and allowing optimisation
of data cache utilisation. RAJA comes with built-in segments that describe contiguous blocks of iterations called
RangeSegments, or non-contiguous blocks, called ListSegments. Similarly to Kokkos, RAJA also uses C++ functors and
lambdas when writing kernels.

Figure 10: Saxpy kernel implementation in RAJA.

2.4

Support and available documentation

This chapter detailed some context on some of the most popular choices in parallel programming frameworks for
targeting GPUs but often the choice of a framework comes down to availability, it may often make sense to pick a
framework in a programming language the developer is familiar with or in some cases the framework will not target
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your available architecture. This subsection will detail some important information on the varying amount of support
for these frameworks that may guide your decision in choosing a framework.
2.4.1

Architecture support

Traditionally in the HPC domain and at a consumer level NVidia graphics cards have been the most popular choice but
this dynamic is slowly changing with many new systems choosing to adopt AMD GPUs and Intel GPUs are on the
horizon with the discrete Xe cards being built on a 7nm process and the FPGAs are being increasingly deployed in the
scientific computing domain.
Fig 11. shows a table of the architecture support for the listed parallel frameworks, vendors have developed fast to
support the AMD GPUs and has full support for the most popular parallel frameworks - unfortunately CUDA does
not support targeting AMD devices but there have been several developments by AMD to circumnavigate these issues.
HIPIFY is a tool developed by AMD to translate CUDA sources into HIP code (another parallel framework developed
by AMD to target their devices) supporting up to CUDA version 11.2. As of writing this, the Intel Xe GPUs have not
been released but the known implementations to target the devices are OpenCL and OpenMP offloading as part of
Intel’s new OneAPI for GPU development.

Figure 11: Table listing architecture support for the chosen libraries.

2.4.2

Programming Language support

Traditionally most scientific computing code is written in C, C++ and Fortran and overall these libraries have good
support for these languages with the exception of Kokkos and OpenCL that do not support Fortran or have any Fortran
bindings. CUDA and OpenCL also have some bindings and support for other popular languages such as Java, Python
and MATLAB, which may also be familiar to those in scientific computing.

Figure 12: Table listing programming language support support for the chosen libraries.

2.4.3

Compiler support

Certain compilers may be important for some projects due to industrial pressures or code that is highly optimised for
a particular compiler. Fig 13 shows the table of support for the parallel frameworks for modern compilers (NOTE:
some of these compilers only supported the offloading standards very recently so a new compiler may be needed). The
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NVIDIA SDK has begun supporting many of the parallel frameworks in recent years working with other companies
such as PGI, and provides interfaces or implementations to all the listed libraries where the other compilers have much
more varied support. OpenMP is a standard in shared memory programming in high-performance computing so it also
has wide support on many compilers that have adopted the OpenMP4.0+ standard. Note, the Intel OpenMP offload
implementation only supports its future GPUs and not NVIDIA/AMD devices.

Figure 13: Table listing GPU compiler support for the chosen libraries.

3

Benchmarking methodology

In this section, I will describe the approach that will be used to provide performance analysis and results required
to detail the performance of these parallel frameworks. The approach involves the development of a benchmark
code inspired by the finite difference method deployed in CCPi’s CIL developed for CUDA, OpenCL, OpenMP,
OpenACC that implements a 1D, 2D and 3D implementation of the 1st order forward-difference finite-difference
method (FDM) with periodic, Neumann and null boundary conditions. FDM is a technique for solving differential
equations by approximating derivatives with finite differences. Another method has been developed that replaces this
forward differencing component with a central difference scheme which can be extended to allow a k-order stencil
scheme, which involves more neighbouring points in the computation. The main performance analysis will be using
the forwards differencing but the central-difference kernels will also be available in the supplied code repository at
https://github.com/SoftwareOutlook/GPU-FiniteDifference (k-ordering is not fully implemented at this
time).
3.1

Overview of finite difference method

The finite difference method works by using a weighted summation of function values of neighboring data points to
approximate the derivative at a particular point, where the weights are generated through a Taylor-series expansion
chosen with an appropriate scheme for the scientific domain. In this test-code, we will assume a constant coefficient,
simplifying the fundamental equation slightly but not affecting the computational effort.
The first order 1-dimensional forwards difference scheme involves a simple difference calculation at each point of the
grid. This will result in a matrix of derivative approximations which can be used in the fields of segmentation and
object-detection in images. The same operation can be performed in each dimension of the image to get a matrix of X,
Y and Z derivatives to process 3D imagery data.

∇x f (xj , y, z) = f (xj+1 , y, z) − f (xj , y, z)
∇y f (x, yj , z) = f (x, yj+1 , z) − f (x, yj , z)
∇z f (x, y, zj ) = f (x, y, zj+1 ) − f (x, y, zj )
Figure 14: The three components of the forward difference FDM for a 3D input image.
The K-order central difference scheme is slightly more complicated and involves the summation of K central difference
operations that involving differencing the neighbouring data points of central point of an image.
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∇x f (xj , y, z) =

K
X

f (xj+k , y, z) − f (xj−k , y, z)

k=1

∇y f (x, yj , z) =

K
X

f (x, yj+k , z) − f (x, yj−k , z)

k=1

∇z f (x, y, zj ) =

K
X

f (x, y, zj+k ) − f (x, y, zj−k )

k=1

Figure 15: The three components of the central difference FDM for a 3D input image.

3.2

Collaborative Computational Project in Tomographic Imaging

CCP Tomographic Imaging (CCPi) is a UK Collaborative Computational Project with the aim of providing the
tomographic community with a "toolbox" of algorithms that increases the quality and level of information that can
be extracted by computed tomography. As part of this goal they developed the Core Imaging Library (CIL), an open
source Python library for processing and reconstructing challenging tomographic imaging data. To perform this image
analysis, a finite difference method is deployed, which has been developed and integrated into CIL which inspired the
methodology of the benchmark in this paper.

4

Implementation

This section of the report will detail the steps taken to create the port of the FDM to OpenMP4.0, OpenACC, CUDA
and OpenCL. Just as important as computational cost is the associated productivity cost from development time, so this
section will outline the methodologies used in developing these benchmarks and considerations that had to be made, for
us to draw conclusions about the productivity costs of developing in these frameworks further in the report.
4.1

CPU implementation

CIL provides an OpenMP implementation of the forwards difference FDM method that we have used to develop our
benchmark CPU case. The CIL FDM implementation consists of two main functions that represent the forwards
difference method with both Neumann and periodic boundary conditions. We have extracted these algorithms and
created a standalone code outside of the CIL framework that will operate on random input data of any size.

Figure 16: A simple dummy code showing the core forward difference method.
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The above figure shows a simplified version of the CPU OpenMP implementation, which consists of several parallel for
sections that perform the forwards difference operations, where each thread is assigned to a given pixel in the image
matrix. Each thread will perform its own local difference, but in the real application multiple loops are required to deal
with the boundary conditions. The methodology here is to perform the operations for all the points that do not require
boundary condition complications and handle the boundary conditions in separate OpenMP loops.
4.2

OpenMP 4.0+ offloading

The first port of the CPU code to GPUs was done using the OpenMP library. There may be some slight bias in
productivity in terms of this port given that the initial implementation was done using an CPU OpenMP implementation,
but this type of application is very common in scientific computing as a lot of scientific codes use both of MPI
and OpenMP in a hybrid implementation to provide distributed parallelism over compute nodes and shared memory
parallelism for intra-node parallelism.
The initial implementation involves enclosing the current processing loops in a target construct, this moves the
execution of the code onto the GPU accelerate that operates using the GPU’s device address space. In the CCPi
implementation there is a lot of CPU work involving reading in the image data from files and processing the images so
this target region is enclosed in a target data region which handles the mapping of CPU data onto the GPU, until a new
image is required this is the only time data transfer is required.
To exploit the hierarchical parallelism that exists in the GPU hardware we need to make use of OpenMP teams, these
are known as ’leagues’ threads and are roughly equivalent to a streaming multiprocessor of a GPU whereas the threads
inside each time would be equivalent to the floating units in a single streaming multiprocessor.

Figure 17: Mapping OpenMP abstractions to the host-device model.
This is all that was required to get a working GPU implementation of the finite difference code, by moving execution
to the device and distributing the loop iterations of each loop in the finite difference code to teams which in turn then
workshare the computation among the many threads on a streaming multiprocessor using familar OpenMP patterns but
performance barely exceeded that of OpenMP CPU version.
It was noted that significant performance overheads were coming from the repeated target regions, the design philosophy
around this and guides for many implementations recommended to do this so that the compiler can optimise the number
of teams and threads per team for each specific kernel, but there seems to be a cost to doing so that is hard to identify.
In the case of the FDM code we are able to surround the entire code in a target region which can circumnavigate these
issues but not every application can do this. The rest of the optimisations implemented that improved performance
are usual to OpenMP implementations including using nowait when possible, collapsing multi-level loops when it can
provide a benefit and providing SIMD level parallelism of the inner loop.
When trying to address further optimisations this is where OpenMP offloading became cumbersome, different implementations have different optimal constructs, which means the use of simd for some compilers may improve performance
and in others tested the performance will degrade, the performance hit of target regions is compiler dependent, whether
to use a nested or combined target teams distribute construct is compiler dependent, the way scalars are mapped to
the device under the hood, the ratio of teams to threads per team and the optimal scheduling for coalesced memory
accesses.
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Figure 18: Performance overhead of repeated "teams" sections.

OpenMP for GPU programming also does not give an explicit way to map data to the fast on chip shared memory
that is available on GPUs from global device memory. The most efficient solution for a 2D/3D stencil computation
for FDM would need to make good utilisation of this shared memory to improve the memory bandwidth and memory
coalescence in the multi-dimensional case, in this case we need to leave this up to the compiler to utilise, which seems
to be another large inconsistency among compilers.
This was very easy to get a working solution and to get acceptable GPU performance, but the disparity in support and
best practices between compilers can make it frustrating to develop for, especially with the lack of materials at the
time of development on optimising performance with OpenMP offloading and actually finding and consulting these
resources brings its own productivity cost. Another disadvantage in this case was limitations found on structuring the
code, the overhead cost of using multiple target regions (in some implementations) means that I was not able to refactor
these loops into nice functions to provide a clean codebase.
During this development I used GCC10 and LLVM10, the performance of the two frameworks doesn’t appear largely
different at the high scale, but a strange behaviour was noted that with small data sizes that GCC had considerable
overhead in executing kernels that I didn’t experience with LLVM implementation.
4.3

OpenACC offloading

The OpenACC porting process was very similar to the OpenMP GPU port, OpenACC is another directive based
programming model very similar to the likes of OpenMP, which makes it much easier to port codes that already make
use of some shared-memory parallelism in the CPU code. In my experience porting to OpenACC, I could make use of
the OpenMP offload port an essential change the directive, clauses and data mapping but keep the overall structure.
The initial implementation made use of the kernels directive, which allows the compiler to have as much flexibility when
porting the kernel without much optimisation work needed from the programming: this offers a potential productivity
benefit against the OpenMP approach. To further optimise the code, other constructs such as parallel loop, gang, vector
and worker are required as they see greater performance benefits rather than leaving it up to the compiler entirely to
manage the GPU strategy and allow greater control of the execution.
In my experience, the OpenACC options are much cleaner with perhaps less flexibility than OpenMP but obtaining
optimisation resources is much simpler with a better defined approach, which may be due to the limited compiler
support. This means I’ve been able to port this code using the standard approaches that have worked out of the box
while achieving near the same performance of OpenMP and even using the simple "kernels" approach achieved good
performance removing the need to explicitly apply the hierarchical parallelism directives offered.
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Figure 19: Performance overhead of repeated "teams" sections.

Figure 20: Performance comparison between Kernels and Parallel loop for the FDM.

The disadvantage to this port is, like OpenMP, not having direct control of shared memory usage. There are no directives
or construct to assist in controlling shared memory explicitly. Efficient utilisation of shared memory is important to
increase the memory bandwidth available to the kernel so in the finite-difference case alternative approaches would be
needed to allow for coalesced memory access in multidimensional images, such as transposing the matrix.
During development, I worked with the GCC10 implementation of OpenACC and PGI’s as part of the NVIDIA SDK.
PGI generally had much better performance than the GCC implementation, with the performance converging at large
scale input data.
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Figure 21: Performance comparison between Kernels and Parallel loop for the FDM.

4.4

CUDA

The CUDA port does not have the OpenMP basis to work directly from, which can be a somewhat of a hindrance in
porting but there are a large amount of tutorial resources and research papers that cover CUDA implementations, which
will greatly assist both learning the framework and implementing the algorithm.
The process is relatively simple: we convert the FDM loops into CUDA kernels and use the built in memory management
functions to handle data transfers from host to device. CUDA kernels may look different but they require the same logic
of following a single threads execution which will operate on its own set of data. In CUDA, we need to put effort into
selecting the number of thread blocks, the number of threads in a thread block and the dimensionality of the thread
block that will be required for the kernel. This value depends on the hardware for the maximum available size of a
thread block but we must also ensure the number of threads per block is a multiple of the warp size to achieve good
vectorisation and ensure there is enough threads to make good occupancy of the streaming multiprocessors.
After converting the FDM loops into kernels, we pass in the block and grid size as parameters and the kernels execute
on the hardware. Notably, unlike the previous two approaches, the library does not distribute this work of a loop among
the threads automatically and instead a global thread index is needed to be calculated in order for the threads to process
their own elements of the array using the threadIdx.x, threadIdx.y, threadIdx.z thread indices and blockIdx.x, blockIdx.y,
blockIdx.z for the thread block indices of the grid of thread blocks.
The FDM code is memory bound, so a naive solution using global device memory is not optimal for performance.
CUDA gives us explicit control to read data from global to the on-chip shared memory of each streaming multiprocessor
that greatly increases the memory bandwidth potential of the application. This additional complexity available to the
programmer allowed the implementation of a more complex algorithm that can efficiently compute 2D and 3D stencils
by using two-dimensional thread blocks to tile the grid in a XY plane in shared memory, where threads will have an x,y
index which maps to the 2D plane and we use a loop to traverse in the Z-dimension to process a 3D image, with threads
storing the Z information privately in registers this solution allows for good utilisation of the shared memory as only the
XY tile needs to be stored and allows for coalesced memory access.
4.5

OpenCL

The main thing to note in the OpenCL port is the large amount of boilerplate code needed to setup the model. The
benefit of this approach is to be portable and support different architectures while still providing capabilities for
architecture-specific optimisations and capabilities but this can be a large cost, especially in complicated systems with
multiple devices with different capabilities.
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The kernel porting is very similar to the CUDA way of programming but instead of the threadblock indices we use a
library function to get the global id in a certain dimension of the thread block, we also have similar control over shared
memory through "local memory", which we can allocate during the kernel execution, which maps to shared memory
when run on NVIDIA GPUs and we use the concepts of global work size and local work size which are akin to thread
blocks and grids of thread blocks in CUDA.

Figure 22: An example of an OpenCL (left) port of a CUDA kernel (right).
Moving between CUDA and OpenCL is not so large of an undertaking as a lot of the kernel code can be directly
translated, but time will be needed to setup the boilerplate, code which can quickly become overwhelming due to
the large amount of components involved. The porting process was relatively smooth but some time was needed to
understand the execution model when moving to multi-dimensional kernels. However, I successfully implemented the
same optimised algorithm that was developed in CUDA in OpenCL. The NVC++ (NVIDIA C++ compiler) was used to
implement the OpenCL code with the main aim of being able to use the CUDA toolkit to easily profile the GPU code,
unfortunately this isn’t the case and the support for profiling OpenCL code by NVIDIA is limited (or very well hidden).

5

Results

This section will cover separately the 1D, 2D and 3D kernels of the FDM methods for the ports to show how the
performance changes with dimensionality. For this section, all results have been gathered using the Neumann boundary
conditions and ignore the initial data transfer of the image from host to device. The results in this section are all from
runs utilising the NVIDIA V100 GPU.
5.1
5.1.1

Performance
1D approach

This benchmark involves 7 different runs. Two implementations of OpenMP offloading including GCC10 and CLANG,
two implementations of OpenACC including GCC10 and PGI, an initial naive CUDA port with poor utilisation of the
device, the optimised CUDA code and OpenCL. The 1D implementation is very simple, coalesced memory access
should be easy with a 1 dimensional input but with the simplest benchmark in this study the direct-based CUDA and
OpenCL implementations outperform the directive-based approaches. The performance begins to converge at the
largest scale and the heavy cost associated with smaller data for the OpenMP GCC implementation appears again (see
Figure 19), aside from this the performance is relatively stable. One suprising thing here is the performance of the PGI
OpenACC implementation, it performs considerably better than the GCC implementation and achieves very close to the
performance of CUDA and OpenCL.
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Figure 23: 1D FDM timings over the four ports
5.1.2

2D approach

The 2D is significantly more complicated for a GPU because coalesced memory access isn’t guaranteed, the multi
dimensional thread block notion allows the programmer to map the data into shared memory so the accesses on a
streaming multiprocessor are coalesced without transposing the whole global data and changing the entire data layout.
The directive-based languages do not offer ways to explicitly use shared memory as here we see the performance
starting to diverge. CUDA makes good occupancy of its device, with good shared memory utilisation allowing for
high throughput, for the 2048X2048 case CUDA had 92% occupancy, 98% multiprocessor activity and 80% shared
memory usage efficiency but the OpenMP example achieved less than 50% occupancy, 80% multi-process activity, 10%
shared memory usage efficiency. Monitoring this further with nvprof I found that the global load and store efficiency of
the CUDA implementation was 95-100% whereas the GCC OpenMP implementation was 20% signifying the loads
and stores and uncoalesced. These factors explain the divergence of performance and why the CUDA and OpenCL
implementations are outperforming the directive-based approaches, but the PGI OpenACC implementation is still
performing very close to CUDA/OpenCL at scale.
5.1.3

3D approach

The 3D increases even more in complexity, the approach taken with the 2D is not scalable to a third dimension due to
the limited size of shared memory on a streaming multiprocessor. Instead, the methodology used in the 3D approach is
to apply the 2D approach with a shared memory tile where each thread reads the Z component relevant to that thread
and stores it in the local registers of the thread to apply the next computation. This approach is inspired by research
performed by NVIDIA who tested this method using a 25 point stencil [2]. In our work, this methodology has been
applied the CUDA and OpenCL ports, whereas for the directive based approaches without anyway to program the
shared memory tiles explicitly its not obvious if an approach like this is possible.
The results here clearly showcase that OpenCL and CUDA are deploying the same algorithm: they attain very similar
performance to each other and achieve the greatest performance. OpenACC PGI gets closest to the directive-based
methods followed by OpenACC GCC then followed by the OpenMP offloading methodologies. Compared to the 4
core CPU CUDA and OpenCL achieve 300x speedup, whereas as a naive CUDA approach using the CPU algorithm
achieves only 50% this performance which would have been outperformed by the directive based approaches.
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Figure 24: 2D FDM timings over the four ports

Figure 25: 2D FDM timings over the four ports
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Figure 26: 3D FDM timings over the four ports
5.2

Productivity

Evaluating the productivity of these libraries is subjective and a simple "lines of code" metric would not provide many
answers.
From the experience in porting this application to GPU, there is no doubt that less programming effort is required
to get OpenACC and OpenMP offloading onto GPUs. This is especially so when many scientific codes are already
written for shared-memory parallelism for GPUs. Between the two, the lack of clarity in optimisation for OpenMP
provided additional overheads, there are many compiler specific optimisations and features which means depending on
what compiler is used the end code could look very different, there is also generally less material on OpenMP offload
optimisation but this is rapidly changing as OpenMP offloading becomes more mature. OpenACC on the other hand
removes a lot of these optimisation caveats with the trade-off of less compiler implementations to work with.
There is a valid argument to be made that if you write a OpenMP/OpenACC port from an existing CPU code, you are
likely to fall into the trap of viewing it from a CPU perspective and will have to rewrite large portions of code and
rethink the underlying algorithms if you do not achieve good performance whereas thinking of the GPU implementation
from ground up in CUDA/OpenCL could offer better productivity in that case, but this is not always the case and
sometimes this isn’t a large undertaking.
CUDA and OpenCL, on the other hand, require more coding, in general, due to more complexity being offered to the
programmer in general - who is expected to control the thread management, calculate the thread indexes, handle the
data transfers explicitly and greater support for shared memory. OpenCL, in particular, requires a large amount of
additional boilerplate code and complexity to support the wide range of hardware it’s capable of.
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Figure 27: 3D FDM speedup vs 4 core CPU

5.3

Portability

Unfortunately, only NVIDIA GPUs were targeted in these ports but a lot of the motivations behind the non-CUDA
approaches is the portability potential.
OpenMP4.0+ currently has support for NVIDIA, Intel and AMD GPUs over the entire compiler stack with FPGA
implementations in the works. Currently OpenACC has implementations that support NVIDIA and AMD GPUs and
OpenCL offers the greatest amount of hardware support, supporting NVIDIA, AMD, Intel GPUs as well as multiple
FPGA vendors. CUDA, unfortunately, is weakest here with only support for NVIDIA hardware.

5.4

Summarising Table

We have now covered details on the performance in terms of computational performance, productivity, availability/portability. The available literature and the work done in this study has shown the flexibility in algorithmic
development with direct-based approaches such as CUDA and OpenCL has demonstrated their ability to provide
performance, the lower level access to memory hierarchies can make a big difference in applications, and even in
simple benchmarks such as the FDM has seen these frameworks performing the best. In terms of productivity, the
directive-based approaches allow a fast way to port an application to GPU hardware, these are made even more
convenient due to these type of languages being used for CPU programming, OpenACC specifically is incredibly
productive with the kernels directive but also the clean documentation and optimisation tips that are not as compiler
specific as OpenMP. In terms of resources and ease of finding information, so much previous research has been done
with CUDA and it is still incredibly popular today as a choice for GPU development, OpenACC and OpenCL also have
a large amount of resources and guides available, whereas the resources available for OpenMP target offloading is still
relatively scarce.
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Figure 28: Each framework ranked in terms of performance

6

Conclusions and Recommendations

The implementation and results sections in the outline the data and thoughts about porting this specific code but
the choice of framework is often application dependent and you will need to decide what trade-offs in productivity,
performance and portability to take before developing the application. For scientific codes with shorter life-cycles, this
decision will be simpler as you can apply the reasoning in this report and other studies to decide what is best for you
at the given time. If performance is important, then maybe a lower-level approach is best with OpenCL or CUDA,
or if the aim is to minimise development cost, then it may be better to consider directive-based approaches through
OpenMP/OpenACC. Directive-based approaches are even more convenient when the base code being ported already
utilises these frameworks on the CPU side, the implementations for directive-based approaches will mature over time
and likely bring performance benefits and eliminate some of the hassles faced when optimising for OpenMP specifically.
Performance portability, is another important topic and if code that runs well on many architectures is important then
OpenCL and Kokkos have shown to be able to perform well across architectures.
For longer term applications, then this decision is much harder. As mentioned in the early sections of the paper, current
systems are becoming increasingly heterogeneous and there are now multiple GPU vendor options. In these longer term
applications, the codebase is usually of a large magnitude and a large rewrite years into the project is not suitable. In
this case, writing in CUDA only allows you to currently address the NVIDIA hardware and may not be sustainable,
OpenCL alternatively offers the low-level language that achieves great performance but while being able to support
many architectures, but this is not perfect and requires a large amount of tuning to optimise for a specific architecture
which limits practical portability but it does mean you will not have to rewrite the entire codebase. In the cases that want
to avoid the low-level approach of CUDA/OpenCL and want to avoid the tuning per architecture required in OpenCL,
then directive-based approaches can be considered. These offer acceptable performance for little development cost
and can achieve close to the performance of the low-level libraries if optimisations are performed and the performance
portability libraries offer similar benefits through the likes of Kokkos that offer unique advantages for optimising per
hardware by allowing a simple description of the data layout and padding required for a specific architecture, allowing
for performance portability across architectures, promising good coalesced memory access without manually organising
the data layout yourself per architecture.be
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Other resources

At the time of writing, there are several other studies that evaluate parallel programming models for GPU porting that
may be useful to consider. Simon Mcintosh-Smith’s group released a publication in 2016 "An Evaluation of Many-Core
Parallel Programming Models" [3] which ports the TeaLeaf open source mini app for solving the linear heat conduction
equation with a 5 point stencil using OpenACC, Kokkos and OpenCL on many core CPUs and GPUs. Their study
shows similar patterns where CUDA and OpenCL achieve close to peak memory bandwidth achieved on the GPU and
Kokkos and OpenACC perform sub-optimally. This paper outlines the porting process for Kokkos which is another
option for a parallel library for GPU port, which achieves slightly better performance than OpenACC in the TeaLeaf
case.
Tom Deakin et al wrote a paper on benchmarking OpenMP 4.x, OpenACC, Kokkos, RAJA, SYCL, CUDA and OpenCL
across 12 different hardware devices [4] including NVIDIA and AMD GPUs using a standard benchmark for measuring
memory bandwidth through simple vector kernels including adding two vectors, multiplying a vector by a scalar and a
20

triad kernel. At the time only the SYCL and OpenCL models could target the AMD GPUs unfortunately but the tables
generated for fraction of peak performance gained is useful. The study shows how CUDA and OpenCL achieve close to
the fractional theoretical peak of the hardware in most cases, with the performance portability libraries RAJA/Kokkos
achieving close to this performance followed by the directive-based approaches OpenMP and OpenACC. Note that
these kernels are extremely simple so a disparity in these is quite significant
Another useful study is the "Comparison between shared-memory programming models OpenMP, OpenACC and
Kokkos in the context of implicit solvers for high order FEM" [5], which is a 2020 work and porting a Navier-Stokes
solver to these libraries and discusses the computational performance for several kernels
The finite difference method implemented as part of this study is available at the Software Outlook github page at
https://github.com/SoftwareOutlook/GPU-FiniteDifference [6].
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