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Abstract
A cluster is a group of computers that are linked together to form a single system. A commodity cluster uses “offthe-shelf”, conventional, pc server hardware. Clusters are used to solve or model large complex problems which would
otherwise be difficult or impossible to run on current high specification computers. There is a wide range of available
tools that can be used to manage clusters; these include open source tools as well as commercial ones. We carried out
a review of the most commonly used cluster management tools, considering areas such as functionality, ease of use, and
installation. Finally we drew some conclusions about their relative merits.

Introduction
As a commodity cluster comprises, at heart, regular Linux (or Windows) servers, no extra system administration skills
are required. However, without appropriate tools, the workload could easily become unmanageable, especially on clusters
with hundreds or thousands of nodes. Specific areas of concern include:
• Node installation and configuration.
• Remote hardware control - power-cycling nodes, managing network switches, storage etc.
• Maintaining a consistent set of software (including operating system release) across nodes.
• User (and group) management.
• Environmental and usage/load monitoring, problem detection and event handling (alerts).
Our review considered a number of widely available cluster management tools - some open-source, some commercial
products. There were a small number of tools we were unable to review. Nevertheless we have listed these tools anyway,
so as to provide as complete a picture as possible. Several tools make use of the open-source monitoring tool, Ganglia,
which can be found at http://ganglia.sourceforge.net/.

Intel Cluster Ready Certification
Intel Cluster Ready (ICR) is an Intel programme to ensure that low-end and mid-range clusters provide a core set
of capabilities. This allows software developers who produce parallelised code to build applications on a basic model,
knowing that certain components will be present. Intel Cluster Ready is designed for Xeon based nodes, which run a
Linux distribution, and have an Infiniband or Ethernet interconnect. Certain parallel libraries from Intel also have to be
included. Despite the fact that ICR was developed for Intel hardware it can be also be used to validate (but not certify)
AMD-based clusters. Cluster vendors can customise and enhance the suite of tests used on their systems. ICR also has
potential for use by systems administrators, who can re-run the certification tests on a regular basis as a health check of
their cluster(s).

Tools not reviewed for this report
Clustrx
Clustrx is a cluster management solution provided by T-Massive Computing, a subsidiary of the Russian T-Platforms
group of companies. T-Massive Computing was founded in 2007 (originally under the name Massive Computing) as the
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result of the merger of two teams who were trying to create system software for large parallel architectures, including
HPC and data centres. They have two HPC software offerings - Clustrx, which is an operating system designed for cluster
computers; and Xpandrx, which is an operating system designed for cloud based systems. In the November 2010 Top 500
list, the highest ranked system running Clustrx is Moscow State University’s “Lomonosov”, a T-Platforms system which
comes in at number 17.
Clustrx treats a cluster as a single computer, using a hierachical approach to management of compute nodes, switches,
power bars etc. It supports an extensive list of vendors and devices. Supported operating systems are Linux (several
distributions), Windows HPC Server and Clustrx’s own “Compute Node Linux”. The latter features specific HPC-related
optimisations and patches. Compute nodes can be diskless or use local disks. For more information about Clustrx, see
http://www.t-platforms.ru/en/clusters/software.html.

Kusu
Kusu is an open source cluster manager developed by Platform Computing, based on the Platform Open Cluster Stack.
The Kusu tool is available from http://www.hpccommunity.org. Problems arose during testing of this cluster management
tool when trying to deploy compute nodes. Support was sought on the Kusu web forums. However, there seems to have
been no activity on these forums since 2009. As a result we have assumed that the project has died out although there
appears to be no official statement supporting this conclusion.

OSCAR
OSCAR (Open Source Cluster Application Resources) is one of the leading open-source cluster administration toolkits,
and has been around for some years (in fact, OSCAR v1.0 was released in 2001). Currently at v6.0.5, it sits on top of a
regular Linux distribution, and integrates all the packages necessary to create a complete cluster system. In some cases, it
provides a choice of packages and the ability to easily switch between them; for example multiple Message Passing Interface
(MPI) implementations are supported. Installation of OSCAR is peformed using a Linux server, which becomes the cluster
head node. During installation, all appropriate software packages are configured and a compute node image built. This
image is then deployed to the compute nodes in the system. OSCAR supports RedHat Enterprise Linux (RHEL)/CentOS,
Debian and Ubuntu Linux distributions. For more information about OSCAR, including extensive documentation, visit
http://svn.oscar.openclustergroup.org/trac/oscar/wiki.

Platform HPC
Platform HPC is the commercial product from Platform Computing. It covers the entire gamut of cluster management
tasks and includes a resource manager/job scheduler, MPI library, multiple-OS provisioning, GPU support plus integrated
support for certain key scientific codes. Management and monitoring tasks can be performed using a web-based GUI or
at the command line. Users have the option of a web-based job submission, monitoring and management tool. For more
information about Platform HPC, see http://www.platform.com/cluster-computing/platform-hpc.

Tools reviewed
In this section, cluster management tools are described and reviewed against criteria of:
• Installation.
• Cluster management.
• Node provisioning.
• User management.

Bright Cluster Manager (BCM)
See http://www.brightcomputing.com/Bright-Cluster-Manager.php.
Bright Cluster Manager is a cluster management solution provided by Bright Computing. Bright Computing is a
partner company of ClusterVision BV, a well-known cluster integrator in the UK academic marketplace. For this report,
we looked at BCM v5.0. There are two editions of the BCM package: Standard and Advanced. The Standard edition is
suggested for companies who have a cluster of 128 nodes or fewer, and it can only be used to manage one cluster at a
time. In contrast to this the Advanced edition is recommended for clusters of size 129+ nodes and it can manage more
than one cluster simultaneously. Both versions of the management suite are certified as Intel Cluster Ready.
BCM supports the following Linux distributions:
• SUSE Linux Enterprise Server
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• RHEL
• CentOS
• Scientific Linux
Installation
Bright Computing provides a custom install disk, licensed to the organisation where it is to be installed. The media
includes the Linux distribution along with the BCM software. Installation is carried out through a simple intuitive
graphical user interface (GUI). During the installation it is possible to add any extra kernel modules that are needed, so
that more esoteric pieces of hardware can be discovered at boot time. Within the installation process the number of racks
and computer nodes are specified, and a naming scheme for the compute nodes is decided upon. It is also possible to select
the hardware manufacturer for the nodes; doing this allows BCM to perform BIOS updates on the nodes. Supported node
manufacturers include: SuperMicro, Cray, Dell, IBM, Asus and Hewlett Packard. During installation there is an option
to pick a resource manager; the choice is between Sun Grid Engine and Torque. However it is equally possible to choose
not to install a resource manager. Once the installation of the head node has taken place, deployment of the compute
nodes can begin using a default image provided by BCM.
Cluster Management
Many cluster management suites include open-source software for specific tasks. The open-source tools that are used are
not usually designed for clusters, and are not necessarily intended to work together. As a result more work and scripting
is needed to integrate these tools and this does not always scale well. Bright Computing has written a single cluster
management daemon which runs on all nodes, to provide configuration and monitoring.
Management of the cluster can be carried out through both a GUI and a command line interface (CLI). All functionality
is available in both environments. BCM’s GUI (Figure 1) is accessed via an application which runs under Windows, Mac
and Linux. The application can be downloaded from the head node and installed locally. It is also possible to SSH into
the head node with X11 forwarding enabled and run the GUI by loading the appropriate modules. However to load the
GUI and have full administrator control of the cluster the machine running the application needs to have the correct
certificate installed. Different administrator profiles can be created to accommodate specific roles and access restrictions.
The profiles take the form of certificates which a user uses to authenticate against the cluster management infrastructure.
The certificates that are created for profiles are also used for the CLI to manage the cluster.
The cluster manager shell has different modes that can
be entered in order to perform management operations on
the cluster. Each mode works on the principle of objects
and there are a set of operations that can be performed
across all objects, such as selecting nodes and finding information about them. It is also possible to use UNIX
commands within the cluster management shell.
BCM also offers options for creating graphs about nodes
and power management usage (Figure 2). It is possible to
overlay several metrics onto one graph; however the maximum limit is set at four, which is reasonable as otherwise
graphs would be too hard to read. BCM also supports a
rack view mode (Figure 3), where it is possible to view
nodes in their racks. The rack view allows two metrics to
be selected and then viewed across the entire cluster; this
makes it easy to spot inconsistencies between nodes and is
Figure 1: Bright Cluster Manager GUI
a useful feature. Double clicking on one of the nodes takes
you to its overview screen, although the node screen offers
no way to get back to the rack view.

3

Figure 2: Bright Cluster Manager monitoring

Figure 3: Bright Cluster Manager rack view

A parallel shell is provided, which allows the same command to be executed on multiple nodes.
Node Provisioning
As stated in the previous section a default image is created during BCM installation. Nodes may be named based on the
network ports they are plugged into, which allows them to be automatically identified by BCM. It is possible to edit the
default image or create a copy to edit instead. Changing an image is done through a root shell (Figure 4). From the shell
the user can perform the normal RPM and/or YUM package commands to a node image by first “chroot”ing to the image
directory. Bright Computing maintain their own YUM repository.
Once an image has been updated, it is possible to deploy it to compute nodes without the need for a reboot.
BCM achieves this using rsync between the image and the
compute node(s). If the image contains a kernel update
then nodes need to be restarted so that a reinstall can take
place. It is possible to manage multiple images for different
hardware configurations. For example, one image for nodes
that are connected to a GPU would contain GPU drivers;
a second image for nodes which do not have GPUs would
not.
BCM allows for nodes to be arranged into groups (also
known as categories). So in the previous example there
could be a group for nodes with GPUs and one for those
without. Images can then be deployed to the appropriate
group.
When creating node images it is possible to deploy an
Figure 4: Bright Cluster Manager root shell
image to the disk of a node or to use diskless nodes. The
process of creating diskless nodes is quite simple. Within the categories for each node there is a section in which the disk
layout is defined in XML. To make the XML work for diskless images the following few lines are required:
<diskSetup xmlns:xsi=”http://www.w3.org/2001/XMLSchema-instance” \
xsi:noNmapespaceSchemaLocation=”schema.xsd”>
<diskless maxMemSize=”0”></diskless>
</diskSetup>
On our first attempt at creating diskless nodes, a new category was created to hold the relevant nodes. However deployment
of an image to the nodes resulted in the installer failing. Following consultation with Bright Computing the problem was
diagnosed and a solution identified. Within each node category there is a series of exclusion lists, which consists of a list
of directories not to be copied to a node when an image is being deployed. These directories include /lost+found, /proc
and /sys. Unfortunately, this list is left empty when a brand new category is created, which causes the memory of the
node to fill up. There are two ways to avoid this problem:
1. Copy the exclude list from the default category.
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2. Clone the default category so that any special settings that have been set up are copied straight through to the new
category. This is the preferred method.
User Management
BCM maintains an LDAP directory for user management. Users and groups can be easily created in both GUI and CLI.
When a home directory for the user is specified, it is created on the head node and then automatically mounted on the
compute nodes. It is possible to integrate the LDAP directory with an existing directory, and an engineer from Bright
Computing will help customers to do this, if required.

Concurrent COMMAND
See http://www.concurrent-thinking.com/.
Concurrent COMMAND is a product created by Concurrent Thinking Ltd. (referred to as CT from now on). CT
provide an ‘appliance’ that deals with cluster management. Instead of running node provisioning, user management,
hardware and system options on the head node a separate dedicated 1U server is used. CT used to be part of the same
company as Streamline Computing Ltd., another UK cluster integrator, and thus most Streamline systems were supplied
with COMMAND Appliance. Now that they are two separate companies CT see their product as suitable for fitment to
any cluster system. In fact, they are positioning it for use in data centres in general, not just HPC installations, and we
have seen nothing to contradict this point of view.
The appliance under review (fitted to our own cluster) ran version 3.2.1.p2 of the COMMAND software. It has
since been upgraded to version 4.0.1, which has delivered increased stability, improved backup facilities, better node
images in rack view and Flash-enabled graphs which allow interactive drill-down of statistics, adjustment of timelines, and
hide/display of data series.
Installation
Installation of the COMMAND Appliance is carried out by the cluster integrator, who fit the appliance, define the compute
nodes and head node(s), and carry out the initial installation of the Linux distribution for the cluster.
Cluster Management
Cluster management is carried out through a web interface. Once logged into the appliance a home screen is presented to
the user. The home screen can be customised so that upon login you are presented with the information that is of interest
to you. The home screen in Figure 5 has been customised to show the status of the appliance and to display whether
there are any faults with the system. The amount of space used for the image repository has also been set to display, with
further down the screen graphs of different metrics. CT use Ganglia for retrieving the metrics and producing the graphs.
The command appliance allows for an overview of the
devices to be shown. The information displayed contains
the nodes that are powered on or off, those that are in
“management mode”, and those that have breached one or
more user-defined thresholds. Whilst this feature is extremely useful it did not always perform correctly and give
the correct information. The appliance uses the network
to get the status of the nodes; however it appears the time
frame during which the node has to reply is quite short. As
a result the device status page may list some of the nodes
as powered off when they are not and a page refresh is
necessary to determine the correct node status (Note: this
behaviour is significantly improved in v4.0.1).
Nodes can be assigned to groups, so that operations
can be performed on a set of nodes simultaneously. The
appliance allows the layout of racks to be defined (Figure
6). Should an error occur with one of the nodes then it
is possible to see the rack that it is in and its position
within the rack. Selecting a node from the rack allows
Figure 5: Concurrent COMMAND overview
more detailed information about it to be obtained as well
as options for managing the node (Figure 7), such as the boot settings, partition table(s) and network configuration. On
the node information screen it is possible to view metrics about the node, such as its current CPU load and the amount
of memory the node is using. These statistics can also be viewed for the entire cluster, and thresholds for some values can
be set. The node information screen provides facilities for rebooting and shutting down the node via operating system
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commands. It is also possible to power cycle the nodes if IPMI is enabled, or use intelligent power bars to control nodes.
Finally it is also possible to open IPMI (if enabled) and SSH consoles on the node.

Figure 6: Concurrent COMMAND rack view

Figure 7: Concurrent COMMAND node information
view

Node Provisioning
In order to provision the nodes an image first has to be captured from a working node that has had its operating system
installed by conventional techniques, such as a network-based kickstart installation. The node must also have been
“augmented”, which means the required CT services have been installed, allowing the node to communicate with the
COMMAND appliance. This is done by running a shell script on the node post-installation but prior to image capture.
Image capture requires that the source node is first booted into management mode. Management mode loads an
operating system into RAM which the appliance uses for capturing and deploying images. When an image is captured it
is stored in a repository on the appliance. Since nodes can be organised into groups, then an entire group can be switched
into management mode and have an image deployed to it. The process of capturing and deploying images can be quite time
consuming. Once a change has been made to a node that is to be deployed to all nodes, the node must first be booted into
management mode so that the image can be captured. Once the image has been captured the administrator then has to
reboot the node into its normal mode. All nodes on which the image is to be deployed need to be booted into management
mode, and again, following deployment they all need to be rebooted. However, it is worth noting that minor changes to
node images can be made on the command line. This process requires that the directory command:/safe/filesystems is
mounted on the head node. You can then “chroot” into the desired node image and make whatever changes are required.
If an administrator wants to re-image a node using the same image name as was used previously, the image has to be
deleted before a new capture is made.
User Management
The command appliance does not handle user authentication on the cluster. Appliance user management merely defines
users that can manage the cluster with the COMMAND interface. Accounts can be created for two classes of users administrator or operator (actually there is a third class - integrator - but this is not generally available to customers).
Administrator accounts have full control of the appliance whereas operator accounts can only look at the status of the
devices and produce metrics about the cluster. It is possible to set a root password on the appliance using the ssh console
interface provided, which then allows direct ssh access to the appliance via a terminal window from the cluster head node.
This is useful for node augmentation or diagnostic work. The separation of appliance users from cluster users means that
cluster administrators have full control over how users are authenticated. Therefore it can be easier to integrate with an
existing directory structure (eg. LDAP).

Rocks
See http://www.rocksclusters.org.
Rocks is an open source solution for managing clusters. Development of Rocks began in the year 2000, and early
versions were based on Red Hat Enterprise Linux. Newer versions of Rocks are based on CentOS. A modified Anaconda
installer is also provided to help simplify mass installation of nodes.
Installation
The Rocks cluster management suite can be downloaded as a series of CDs or as a single DVD from the Rocks website
(above). The installation disk comes with CentOS, which is installed at the same time as Rocks. The installation is carried
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out through a GUI, where “rolls” are selected to be installed (Figure 8). Rolls that must be included are: base, os and
kernel. Extra rolls that can be installed include the Sun Grid Engine, along with management and monitoring tools such
as Ganglia. After installation has completed the head node reboots and nodes can then be added to the cluster.
Cluster Management
Any tools that have been written by the Rocks community use a command line interface. Many of these commands
manipulate the data that is held within the Rocks database. Manipulating the database is usually carried out in two
stages.
1. Use Rocks commands to change configuration information within the database.
2. Rewrite the configuration files using rocks sync config.
Management tasks, such as adding compute nodes, adding new software packages and providing further configuration to
nodes (e.g. partition tables) is also done through CLIs. The tools work as described in the documentation but in some
cases a visual view of the cluster would be more useful. Furthermore, some of the operations that are carried out through
the CLI could be performed more quickly in a GUI. An example of this is the process of adding packages to compute
nodes, which is described in the Node Provisioning section below. Tools which produce graphs or have GUIs are third
party packages. For example in Figure 9 the graphs have been produced in Ganglia. Whilst the separate packages work
perfectly and provide information that is helpful in managing the cluster, Rocks lacks a unified GUI. The tools are accessed
by going to different web addresses. Although Rocks has a web front end in which buttons can be selected to see the
cluster status and documentation on installed Rolls, the feature is not well implemented in our opinion, for two reasons:

Figure 8: Rolls available during Rocks installation

Figure 9: Ganglia running on Rocks cluster

1. Accessing documentation for a tool requires navigating a directory hierarchy.
2. The links for accessing monitoring and management tools just redirect the administrator to different web addresses.
As a result the user interface changes from tool to tool, and returning to a previous set of pages is either achieved via the
continual use of the back button within the web browser, or by retyping a web address. A more elegant solution would be
for Rocks to have a GUI that would take the information produced from the different tools and display it within its own
interface.
Node Provisioning
Node provisioning is done through a CLI called insert-ethers. This tool captures compute node DHCP requests and
adds the information to the Rocks MySQL database. The tool then displays the compute nodes as they begin requesting
the kickstart file for provisioning. Re-installation of nodes can be carried out through Sun Grid Engine. This means it
is possible to re-provision nodes (e.g. to provide alternative software stacks) through the job scheduler without having to
take any cluster resources offline. Rocks provides the command:
/opt/gridengine/examples/jobs/sge-install.sh.
For each compute node in the cluster a high priority job is put into the queue, which moves ahead of all the current
queued jobs. If there is a job that is currently being run, the re-installation job will run once it has completed. All other
jobs that were due to run on a node will queue until re-installation is complete.
Installation of extra packages is carried out by placing them in a special directory on the master node:
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/export/rocks/install/contrib/5.x/arch/RPMS
where arch is the system architecture of the cluster (e.g. “i386” or “x86_64”). The package name must be added to
an XML file, and the “create distro” command is then run to bind the package to the distribution. Whilst this method
is functional, other cluster management tools make the process of adding new packages easier. For software not in RPM
format there are steps that can be taken to share the software to all compute nodes using NFS.
Deployment of compute nodes is performed by adding configuration scripts that will run during post-installation. As
with packages, these scripts are put into an XML file using the following syntax:
<post>
Script goes here
</post>
Finally the default partition layout of a compute node can be edited via an XML file or through the use of a script.
User Management
Rocks does not require any directory services for authenticating users. In a default install of Rocks, users and groups
are added using the UNIX useradd and groupadd commands. It is also possible to configure the Rocks cluster to use
directory services such as Microsoft’s Active Directory.

Scyld ClusterWare
Scyld ClusterWare is a cluster management tool provided by Penguin Computing. Penguin Computing were formed
in 1998 and specialise in Linux software. In 2003 they acquired Scyld Software who provided Scyld Beowulf. Scyld
ClusterWare officially supports Red Hat and CentOS. For the test cluster Scientific Linux was used, although it’s not
officially supported by Scyld.
Installation
The first thing that is required is the installation of a supported Linux distribution on the head node. When purchasing
the Scyld ClusterWare tool, a YUM repository and key will be given for the installation of the software. Once those two
files have been moved to the appropriate directories on the head node a simple yum groupinstall command installs all
the tools needed for Scyld ClusterWare to run. During installation Scyld ClusterWare adds a new kernel, which needs
to be set as default in /boot/grub/menu.lst. The installation changes the default look of the root account’s Gnome
desktop.
After rebooting the head node, the End-User License Agreement (EULA) for Scyld ClusterWare needs to be accepted.
This can be done during the boot stage, when a message appears allowing the administrator to review and accept the
EULA. If the EULA is not be accepted at this stage the head node will start, but none of the cluster management services
will run. It is also possible to log into the head node and accept the EULA. In our opinion, it would be preferable for the
EULA to be presented during the install, rather than afterwards.
A further issue found with Scyld ClusterWare was that the services required for monitoring the cluster did not automatically start after installation as they were supposed to. As a result they had to be started manually.
Cluster Management
Scyld ClusterWare treats the entire system as a single large-scale parallel computer, rather than a collection of individual
nodes. Since compute nodes carry out user jobs, under Scyld ClusterWare a compute node is just viewed as a CPU and
memory resource. A standard Linux install provides login capabilities for users and there are certain daemons that run in
the background on the head node. A compute node does not have these capabilities and services. Since compute nodes
cannot be logged into, Scyld ClusterWare forwards all kernel log messages to the head node. Additionally all messages
generated by a compute node upon boot are also forwarded to the head node. Management of the cluster takes place
through three user interfaces, described below.
Web Interface
The web interface provides an easy method for configuring, maintaining and checking the status of the cluster. Administrators who want to use the web interface need to create an account which is separate to the account used to log onto the
cluster. Upon login a summary screen is displayed, which allows a quick overview of the state of the cluster. A slightly
more detailed view of the nodes can be given, showing the current load on the cores, information about the processors
and their usage. The Node Overview screen (Figure 10) looks similar to the layout of a spreadsheet. As a result it can
be customised in a similar way by adding and removing columns relevant to the information needed. Columns can be
arranged in ascending or descending order. Additionally /var/log/messages is forwarded to the web interface and can be
expanded and collapsed. The nodes screen also allows specific commands to be run on selected nodes. When a command
is run a new tab is created to display the results. This feature is not particularly well implemented when compared to

8

other cluster management tools, since the results are just displayed in a long text list to be scrolled through; a more useful
approach would for each node to have its own section for the results.
Within the web interface there are only a few commands available.
However this list can be increased
by editing a PHP script (remote_report.php) and a
JavaScript (beostat-module.js) file. The files are located in
/var/www/html/scyld-imf/beostat.
In beostat-module.js there is a definition for a menu called
IMF.Beostat.runMenu; to add a new item to the menu the following syntax is required:
{text:‘name_to_appear_in_menu’,cmd:‘name_of_command’,
handler:node_remote_report}
In remote_report.php there is a section with a list of commands.
New commands should be added underneath the last command
using the following syntax:
$cmds[‘name_of_command’]=$bpshcmd.‘command_to_be_run’
Figure 10: Scyld ClusterWare node overview and mesThe example that follows demonstrates how to add ”ls“ to the
sages
menu as shown in Figure 12.
The following was entered in beostat-module.js:
{text:‘show files in /’,cmd:‘ls’,
handler:node_remote_report}
In remote_report.php the following was entered:
$cmds[‘ls’]=$bpshcmd.‘ls’

Figure 11: Scyld ClusterWare - running parallel commands

Figure 12: Scyld ClusterWare - custom command

Whilst entering new commands into the menu can be achieved simply, if variations on a command are needed, for
example “ls –la” a new entry in the menu has to be made. An improvement for the web interface would be to have a
text box that replaces the run menu where any command can be typed in to be executed across all nodes.
Through the web interface configuration of the cluster can take place. Options that can be specified are the network
card that is used for listening to DHCP requests when nodes boot, the number of compute nodes that are in the cluster
and the starting IP address that is assigned to compute nodes when they boot. If Ganglia is configured then it can also
be accessed from the web interface.
Administrators have the option to further customise the web
interface, for example to cater for managed switches that have
their own web GUI: as long as the page will work inside an iframe
a new tab can be added.
Stand Alone Management GUI
During the installation of Scyld ClusterWare, assuming the window management system on the head node is running Gnome,
the desktop for the root user will be slightly changed, reflecting
the new identity and purpose of the system. The two main GUI
tools installed are BeoStatus and BeoSetup. BeoStatus provides Figure 13: Scyld ClusterWare - configuring the cluster
a series of graphs for each node showing the current CPU load
of the cluster, memory and network usage as well as a few other
statistics. It is useful for providing a quick overview of node utilisation on the cluster. Figure 14 shows the Classic view, which is the default and arguably the most useful. Figures 15
and 16 show some of the other views that are possible for BeoStatus.
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Figure 14:
Scyld ClusterWare BeoStatus classic view

Figure 15:
Scyld ClusterWare BeoStatus Pie Chart view

Figure 16:
Scyld ClusterWare BeoStatus Strip Charts view

BeoSetup displays the compute nodes that are connected to the cluster. It gives a quick overview of nodes that are
up as well as those that are down. All compute nodes are required to PXE-boot in order to obtain their image. However,
should there be older hardware without PXE-boot capability it is possible to create a floppy disk or a CD-ROM that can
be used to start the boot process. The created disk allows nodes to PXE-boot and retrieve the image from the head node.

Figure 17: Scyld ClusterWare - BeoSetup

Figure 18: Scyld ClusterWare - bpstat command

Information that is available in the GUIs can also be retrieved from the command line. In Figure 18 the bpstat
command has been run to give the status of nodes in the cluster. As can be seen it presents the information in a similar
manner to BeoSetup in Figure 17.
Scyld ClusterWare includes its own version of a parallel shell command known as bpsh. It forwards the standard input,
output and error for remote processes that it spawns. As with any parallel shell command, bpsh can run a command on
specific nodes or all nodes in the cluster. If the bpsh command is run specifying only the nodes to be executed on, then
the output is not particularly helpful (Figure 19). With a few extra arguments it is possible to make bpsh display which
line belongs to which node with separating lines (Figure 20).

Figure 19: Scyld ClusterWare - bpsh without arguments

Figure 20: Scyld ClusterWare - bpsh with arguments
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Node Provisioning
Due to the nature of Scyld ClusterWare’s setup, all nodes are provisioned to be diskless. Hard drives within compute
nodes are used for extra swap space. There is no method for logging into compute nodes as they have no /etc/passwd
file. New software and/or libraries required on compute nodes must first be installed on the head node. The compute
nodes then need to be rebooted since software migration takes place at the boot stage. After booting, the kernel used on
compute nodes is the same as on the head node. The method used for installing and updating nodes helps ensure that
all compute nodes are running the same versions of software. However, should a different kernel need to be specified for
compute nodes then the beoboot command can be used.
User Management
Scyld ClusterWare does not require any directory services to authenticate users; therefore by default it is possible to use
the commands useradd and groupadd to add the appropriate users or groups to the cluster. Nodes have a user and group
assigned to them. Along with this there are mode bits indicating who can run jobs on the node. By default a node’s user
and group are set to root. This allows unrestricted access to the node and thus any user or group can have jobs running
on that node.

Microsoft Windows HPC Server 2008 R2
See http://www.microsoft.com/hpc/en/us/default.aspx.
Windows HPC Server is a solution from Microsoft for HPC environments; it was released on 20th September 2010. It
follows on from Windows HPC Server 2008.
Installation
Administrators familiar with installing a Microsoft Windows operating system will find the installation of Windows HPC
Server 2008 is similar. The only difference is that following installation the Windows HPC Pack disk is required to
install the cluster management features. Once the HPC pack is installed, the HPC cluster manager loads to begin the
configuration of the cluster (Figure 21). A simple to-do list is presented which aids in the configuration of the network,
providing installation credentials, configuring a naming scheme for compute nodes and creating a node template. The first
three tasks are easy to do and the graphical interfaces for each stage help with accomplishing these tasks. One thing to
note is that when running Microsoft Windows HPC Server all nodes have to be connected to an Active Directory (AD)
domain. There are two options for connecting nodes to a domain:
1. Join an existing domain.
2. Create a new domain on the head node and list the other nodes as members of it.
Cluster Management
Management can take place through the HPC 2008 R2
Cluster Manager or through the command line. Windows
HPC Server allows graphs and statistics to be produced
about the load of the entire cluster as well as the individual nodes. One of the features Windows HPC Server
has is a ’heat map’ view of the cluster (Figure 22). The
heat map view displays each node in the cluster as a small
square. The colours of the nodes will range from dark blue
to white. The darker the colour of the node, the higher
the load on the CPU. The basic heat map view is not particularly useful as the only way to find out which node
corresponds to which square is to hover the mouse cursor
over the square. It is possible to get slightly more detailed
information by zooming in on the heatmap; this will then
display the names of the nodes under each square as well
as the current CPU utilisation for the node. However if the
cluster being managed has hundreds of nodes this view is
Figure 21: Windows HPC Server to-do list
also not especially useful. It is possible to view the nodes
in the cluster by their location (Figure 23). To enable Windows HPC Server to generate this view, information about the
position of each node needs to be completed. This has to be done manually as Windows cannot gather this information
automatically, so the process could end up being quite time consuming. As well as the heat map view it is also possible to
view nodes in a list to get further information about them. The List view allows the health of the node to be inspected; if
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any errors or warnings are given about the node then a link is provided to the relevant section in the HPC manager so that
the problem can be investigated further. Metrics from the node can also be found and displayed in graph form.The HPC
Server Manager also includes tools for carrying out diagnostics on the cluster. There are a suite of 24 tests, such as tests of
DNS setup, MPI and AD. For any tests that fail or have warnings associated with them, more information is provided on
which nodes failed the test and what the issue was.Windows HPC Server now includes the ability to define Workstation
Nodes. Workstation nodes act as dedicated cluster nodes but can also be used as normal workstation computers by users
to carry out everyday tasks. They must run the 64 bit version of Microsoft Windows 7. It is possible to configure the
days and time when a workstation node is available for use on a cluster. In the example in Figure 24 workstation nodes
are available during early mornings, Monday to Thursday evenings and all day Friday to Sunday. Workstation nodes can
also be configured manually and be brought on- and off-line as desired.

Figure 22: HPC Server heat map view

Figure 23: HPC Server heat map by
location

Figure 25: HPC Server node metrics

Figure 24: HPC Server ws node online
hours

Figure 26: HPC Server cluster metrics

Node Provisioning
Node provisioning under Windows HPC Server 2008 R2 has improved from that previously offered in the 2008 version.
Previously administrators had to make use of Windows Deployment Services in order to capture images of compute nodes;
however the relevant pieces of information that applied to HPC Server were buried within large quantities of Windows
Deployment Server documentation. For administrators of Windows HPC Server 2008 R2, the Windows HPC Team Blog1
have released instructions for capturing node images (although it is not possible to capture workstation nodes this way).
Once the first compute node has been configured and joined to the head node it is then possible to capture an image from
within the Cluster Manager window. Following capture, the image must be applied to a node template so that it can be
deployed. Node templates define the tasks that are required in order to add nodes to a cluster. A wizard is provided
that helps with the creation of a node template. It is possible to alter the template later in case tasks need to be added,
reordered or removed.

1 http://blogs.technet.com/b/windowshpc/archive/2009/04/05/how-to-capture-a-master-compute-node-image-using-node-templates.aspx
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User Management

Figure 27: Active Directory users

Figure 28: Group Policy

User management is carried out through AD (Figure 27), which is based on LDAP and allows administrators to delegate
authority. AD was released with Windows Server 2000, and with each new release of Windows Server further improvements
are made. When AD Domain Services is installed a Windows server becomes a Domain Controller (DC). If you have more
than one DC on a domain then the DCs will synchronise with each other, so that if one DC fails the other(s) can continue
to perform user authentication. One of the features of the Windows NT operating system, upon which Windows Server
is based, is Group Policy. Group Policy is a set of rules that can be used to control the working environments of user and
computer accounts. When combined with AD, Group Policy can be used for centralised management of the operating
system, applications and user settings. Through Group Policy it is possible to define user access rights and application
privileges. AD has both a GUI and a CLI; however Group Policy only has a GUI (Figure 28). For users new to AD
Microsoft provides a guide for the installation of Active Directory Domain Services2 .

xCAT
See http://xcat.sourceforge.net/.
xCAT is a cluster management tool that has been in development since 1999. Originally an IBM project, it became
open-source in 2007. Many of its features were first seen in IBM’s Cluster Systems Management (CSM) product, which,
although still available for systems running the IBM operating system AIX, is being phased out in favour of xCAT. xCAT
has a regular update cycle and can be used to provision both Linux and Windows operating systems. xCAT supports the
IBM UNIX variant, AIX, and the following Linux distributions:
• CentOS 5.x
• Red Hat Enterprise Linux 5.x
• Fedora 9-11
• SUSE Linux Enterprise Server 10-11
Installation
The first step in creating an xCAT cluster is to install a Linux distribution onto the head node. Once the operating system
has been installed there are two methods for installing xCAT:
1. Add the xCAT package repositories and install through YUM or equivalent, depending on Linux distribution.
2. Download the RPMs and install them.
For this report, method 1 was used. The installation went smoothly and no problems were encountered. On completion
a script must be run to correctly set the user’s $PATH variable so that the xCAT commands can be accessed.

2 http://go.microsoft.com/fwlink/?LinkID=119580
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Cluster Management
xCAT stores all information about the cluster in tables using SQLite. Once xCAT has been installed some of these tables
need to be configured in order to start the deployment of compute nodes. The command tabdump will produce a long list
of tables that can be edited. In reality only a few tables need to be altered. The ones edited for this test cluster were:
• site - contains the global settings for the cluster.
• networks - used to configure the private/public networks in the cluster, and additional information such as PXE
servers.
• hosts - this table is a mapping of IP addresses to hosts, used to generate DNS information.
• mac - contains the MAC address of the network adapter that will be used for installation in each node.
• nodelist - a list of all nodes in the cluster.
• noderes - resources and settings used to install nodes.
• nodetype - stores hardware and software characteristics of nodes.
• chain - controls what operations are carried out (and in which order) when new nodes are discovered and deployed.
When xCAT is installed some of the information in the tables is automatically completed. There are two methods to enter
additional (or optional) information:
• Using the command tabedit <table name>.
• Using the chtab command, entering the names of the field(s) followed by ”=” and the value to go in each.
The tabedit command opens by default a vi editor and a comma separated file. For tables which have relatively few
fields entering information is a simple and straight forward process. However, where tables have a large number of fields
it can be hard work, particularly in ensuring fields are in the right place, which often requires counting headings and
then commas! The chtab command obviates the need to count commas as field names can be directly referenced and
appropriate values assigned. It’s worth noting that this option has no benefit at first, since you have to know the field
names within tables, but regular usage soon pays off in familiarity.
Web Interface
One of the main issues with xCAT is a lack of graphical management software for easy monitoring of the cluster. xCAT
does provide a web interface (Figure 29). However it is a work in progress and thus this review only considers the features
currently implemented. In order that administrators can log into the web interface the correct users and permissions need
to be added to the passwd and policy tables.
Upon login xCAT presents a basic home screen which
shows a menu. In the future hopefully more useful information will be presented on the home screen, such as statistics
and information about the cluster.
One of the features provided by the xCAT GUI is the
ability to deploy nodes (Figure 31) via a series of drop down
menus, where the operating system, architecture and install
method are selected. Although this may make deploying
nodes easier, JavaScript is used to make the contents of the
page disappear and reappear, which can be quite annoying.
It would be preferable for all the drop down menus to be
displayed simultaneously, since there are very few options
Figure 29: xCAT web home screen
to be selected.
Image Deployment
The xCAT web interface makes table configuration easier than either CLI method. From the configuration menu (Figure
30) the relevant table can be selected and edited in a spreadsheet-like interface (Figure 32).
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Although entering information is easier with the web
interface, it still isn’t ideal. For tables that have a lot of
headers (such as in Figure 32), the headings may not always
fit on the page and scrolling is required. The design of the
interface means edit is done directly in tables. It would be
better if there were different forms that could be edited.
Additionally since information entered in tables references
other table fields it would be useful to have drop down
menus to select appropriate information.
If monitoring software (such as Ganglia) has been installed on the cluster, graphs are displayed within the
xCAT web interface. The web interface that has been provided by xCAT is a promising start however more work
could be carried out on presenting information in more useful and friendly formats.

Figure 30: xCAT configuration menu

Figure 31: xCAT image deployment

Figure 32: xCAT - editing tables

Node Provisioning
xCAT allows for three different node types to be deployed:
• Stateless
• Statelite
• Stateful
Stateless nodes are equivalent to diskless nodes. Configuration changes and software updates are not stored permanently
on the node. There are three methods for configuring stateless nodes:
• RAM root – on boot, a small OS image contained in a RAM filesystem is sent to the node.
• Compressed RAM root – the OS image is compressed into a tar file, and the relevant files are extracted and cached
when read. Any writes that take place happen to the cached copy.
• NFS hybrid – a minimal boot kernel is sent to the node, which mounts a read-only NFS image from the server. File
reads are cached in memory, file writes take place to the cached copy.
With a statelite node most of the image is contained in a read-only NFS mount. However there is a list of configurable
directories and files where read and write can take place. Writes may persist through node reboots or be volatile.
A stateful node is one where the operating system and software are installed on the local hard disk. In order to install
new software on nodes, RPMs are stored in package list files.

Conclusions
We have attempted to highlight some of the key features of the cluster management tools considered here, and the
differences between them. Vendors of the commercial products reviewed will all be very happy to allow prospective
customers to try out their solutions on demo clusters, existing machines at your site or even clusters of virtual machines.
And of course you can always try the open-source tools in the same way. You may wish to consider:
• Target operating system(s) and/or distribution(s).
• Preferred administration method - GUI or CLI.
• Whether or not you want your cluster to be treated as one large computer or a regular “Beowulf”-style cluster.
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• The ability (or otherwise) to integrate other software tools, and/or user customisations, scripts etc.
• Preferred resource manager.
• Licensing costs.
• Environmental monitoring capability.
In our experience, ultimately the choice of tool for your cluster(s) will depend largely on:
• Personal experience and preferences, where you already have experienced cluster administrators; or
• The choice of your cluster integrator, for institutions/departments that have not previously run clusters.
The latter is less influential than it was 3-5 years ago. At that time, most customers accepted the cluster management
tool supplied with each cluster. In some cases, preferred suppliers were selected in part because of the cluster management
tool they supplied. Today there is no need to choose the default; even novice cluster admins can fairly easily replace one
solution with another, especially with vendor support.
Another notable trend is towards enhanced environmental monitoring and reporting. The significant power and cooling
requirements of today’s cluster computers contribute a large portion of the total operating cost over system lifetimes. Tools
that assist in reducing cost by identifying opportunities to minimise energy usage will become ever more important.
Finally, the Intel Cluster Ready validation tool is a valuable addition to the cluster administrator’s arsenal. We hope
that it becomes commonplace on new clusters.
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