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Abstract

This paper describes a new IT (Information Technology) architecture which has the potential to improve greatly the collection, calibration, storage, retrieval, analysis and display of healthcare data.  It provides facilities for integrating heterogeneous data sources or for data exchange between different sources.  It provides knowledge discovery in databases capability using data mining techniques.  It permits linkage of healthcare research, survey or best practice papers with their source data and programs to allow repetition and peer-review of the science.  It allows remote control of detectors and sensors, and of analytical facilities thus permitting convenient operation from an operative’s ‘home base’.  Finally it provides integrated data collection (by humans or sensors) and expert guidance of human data collectors. The whole system is protected against misuse by authentication and authorisation subsystems. The architecture offers healthcare an easy-to-use facility for data integration, analysis and visualisation, for information handling, for knowledge discovery and for data collection improvement – all leading to better information, to increased knowledge, to greater cost-effectiveness and to improved healthcare and medical understanding and management.  The application domain is from the most complex procedures in research hospitals to preventative healthcare in the home.

.
1 Introduction

Healthcare poses great challenges, and opportunities, to IT professionals.  Not only is the subject area of utmost importance to the preservation of human life, it also has the potential to improve greatly its quality.  Conversely, the challenges presented by healthcare stimulate IT developments.  Perhaps the greatest challenge is the provision of an integrated IT architecture to handle interoperating healthcare applications from research to practice, from surgical procedures to palliative care, from health restoration to health preservation and from ‘scientific’ to alternative medicine.  It is necessary to balance the preservation and curation of the information to allow fast and easy retrieval and analysis with by the need for security and privacy.  It is necessary to assure data quality, since clinical decisions are based on them.  Above all, it is necessary to ensure the system is a help, not a hindrance, to all the healthcare workers and encourages cooperative interworking.  The concepts of GRIDs and ambient computing, developed in the last 5 years or so, would appear to be a promising basis.

2 GRIDs and ambient computing

2.1 The Idea

In 1998-1999 the UK Research Council community was proposing future programmes for R&D.  The author was asked to propose an integrating IT architecture [Je99a].  The proposal was based on concepts including distributed computing, metacomputing, metadata, agent- and broker-based middleware, client-server migrating to three-layer and then peer-to-peer architectures and integrated knowledge-based assists.  The novelty lay in the integration of various techniques into one architectural framework.

2.2 The Requirement

The UK Research Council community of researchers was facing several IT-based problems.   Their ambitions for scientific discovery included post-genomic discoveries, climate change understanding, oceanographic studies, environmental pollution monitoring and modelling, precise materials science, studies of combustion processes, advanced engineering, pharmaceutical design, and particle physics data handling and simulation.  They needed more processor power, more data storage capacity, better analysis and visualisation – all supported by easy-to-use tools controlled through an intuitive user interface.

On the other hand, much of commercial IT (Information Technology) including process plant control, management information and decision support systems, IT-assisted business processes and their re-engineering, entertainment and media systems and diagnosis support systems all require ever-increasing computational power and expedited information access, ideally through a uniform system providing a seamless information and computation landscape to the end-user.  Thus there is a large potential market for GRIDs systems.  

The original proposal based the academic development of the GRIDs architecture and facilities on scientific challenging applications, then involving IT companies as the middleware stabilised to produce products which in turn could be taken up by the commercial world.  During 2000 the UK e-Science programme was elaborated with funding starting in April 2001.

2.3 Architecture Overview

The architecture proposed consists of three layers (Figure 1) .  The computation / data grid has supercomputers, large servers, massive data storage facilities and specialised devices and facilities (e.g. for VR (Virtual Reality)) all linked by high-speed networking and forms the lowest layer.  The main functions include compute load sharing / algorithm partitioning, resolution of data source addresses, security, replication and message rerouting.  This layer also provides connectivity to detectors and instruments.  The information grid is superimposed on the computation / data grid and resolves homogeneous access to heterogeneous information sources mainly through the use of metadata and middleware.  Finally, the uppermost layer is the knowledge grid which utilises knowledge discovery in database technology to generate knowledge and also allows for representation of knowledge through scholarly works, peer-reviewed (publications) and grey literature, the latter especially hyperlinked to information and data to sustain the assertions in the knowledge.

The concept is based on the idea of a uniform landscape within the GRIDs domain, the complexity of which is masked by easy-to-use interfaces.  
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Figure 1: Grids Architecture

2.4 The GRID

In 1998 – in parallel with the initial UK thinking on GRIDs -  Ian Foster and Carl Kesselman published a collection of papers in a book generally known as ‘The GRID Bible’ [FoKe98].  The essential idea is to connect together supercomputers to provide more power – the metacomputing technique.  However, the major contribution lies in the systems and protocols for compute resource scheduling.  Additionally, the designers of the GRID realised that these linked supercomputers would need fast data feeds so developed GRIDFTP.  Finally, basic systems for authentication and authorisation are described.  The GRID has encompassed the use of SRB (Storage Request Broker) from SDSC (San Diego Supercomputer Centre) for massive data handling. SRB has its proprietary metadata system to assist in locating relevant data resources.  It also uses LDAP as its directory of resources.  The GRID corresponds to the lowest grid layer (computation / data layer) of the GRIDs architecture.

2.5 The GRIDs Architecture

2.5.1 Introduction

The idea behind GRIDs is to provide an IT environment that interacts with the user to determine the requirement for service and then, having obtained the user’s agreement to ‘the deal’ satisfies that requirement across a heterogeneous environment of data stores, processing power, special facilities for display and data collection systems (including triggered automatic detection instruments) thus making the IT environment appear homogeneous to the end-user.
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  Figure 2: The GRIDs Components

Referring to Figure 2, the major components are now described.

2.5.2 Metadata

Metadata is data about data [Je00].  An example might be a product tag attached to a product (e.g. a tag attached to a piece of clothing) that is available for sale.  The metadata on the product tag tells the end-user (human considering purchasing the article of clothing) data about the article itself – such as the fibres from which it is made, the way it should be cleaned, its size (possibly in different classification schemes such as European, British, American) and maybe style, designer and other useful data.  The metadata tag may be attached directly to the garment, or it may appear in a catalogue of clothing articles offered for sale (or, more usually, both).   The metadata may be used to make remotely a selection of potentially interesting articles of clothing before the actual articles are inspected, thus improving convenience.  Today this concept is widely-used.  Much e-commerce is based on B2C (Business to Customer) transactions based on an online catalogue (metadata) of goods offered.  One well-known example is www.amazon.com .  

What is metadata to one application may be data to another.  For example, an electronic library catalogue card is metadata to a person searching for a book on a particular topic, but data to the catalogue system of the library which will be grouping books in various ways: by author, classification code, shelf position, title – depending on the purpose required.

It is increasingly accepted that there are several kinds of metadata.  The classification proposed (Fig. 3) is gaining wide acceptance and is detailed below.


Figure 3: Metadata Classification

2.5.2.1 Schema Metadata
Schema metadata constrains the associated data.  It defines the intension whereas instances of data are the extension.  From the intension a theoretical universal extension can be created, constrained only by the intension.  Conversely, any observed instance should be a subset of the theoretical extension and should obey the constraints defined in the intension (schema).  One problem with existing schema metadata (e.g. schemas for relational DBMS) is that they lack certain intensional information that is required [JeHuKaWiBeMa94].  Systems for information retrieval based on, e.g. the SGML (Standard Generalised Markup Language) DTD (Document Type Definition) experience similar problems.

It is noticeable that many ad hoc systems for data exchange between systems send with the data instances a schema that is richer than that in conventional DBMS – to assist the software (and people) handling the exchange to utilise the exchanged data to best advantage.

2.5.2.2 Navigational Metadata
Navigational metadata provides the pathway or routing to the data described by the schema metadata or associative metadata.  In the RDF model it is a URL (universal resource locator), or more accurately, a URI (Universal Resource Identifier).  With increasing use of databases to store resources, the most common navigational metadata now is a URL with associated query parameters embedded in the string to be used by CGI (Common Gateway Interface) software or proprietary software for a particular DBMS product or DBMS-Webserver software pairing.

The navigational metadata describes only the physical access path.  Naturally, associated with a particular URI are other properties such as:

a) security and privacy (e.g. a password required to access the target of the URI);

b) access rights and charges (e.g. does one have to pay to access the resource at the URI target);

c) constraints over traversing the hyperlink mapped by the URI (e.g. the target of the URI is only available if previously a field on a form has been input with a value between 10 and 20).  Another example would be the hypermedia equivalent of referential integrity in a relational database;

d) semantics describing the hyperlink such as ‘the target resource describes the son of the person described in the origin resource’

However, these properties are best described by associative metadata which then allows more convenient co-processing in context of metadata describing both resources and hyperlinks between them and – if appropriate - events.

2.5.2.3 Associative Metadata
In the data and information domain associative metadata can describe:

a) a set of data (e.g. a database, a relation (table) or a collection of documents or a retrieved subset).  An example would be a description of a dataset collected as part of a scientific mission;

b) an individual instance (record, tuple, document).  An example would be a library catalogue record describing a book ;

c) an attribute (column in a table, field in a set of records, named element in a set of documents).  An example would be the accuracy / precision of instances of the attribute in a particular scientific experiment ;

d) domain information (e.g. value range) of an attribute.  An example would be the range of acceptable values in a numeric field such as the capacity of a car engine or the list of valid values in an enumerated list such as the list of names of car manufacturers;

e) a record / field intersection unique value (i.e. value of one attribute in one instance)  This would be used to explain an apparently anomalous value.  

In the relationship domain, associative metadata can describe relationships between sets of data e.g. hyperlinks.  Associative metadata can – with more flexibility and expressivity than available in e.g. relational database technology or hypermedia document system technology – describe the semantics of a relationship, the constraints, the roles of the entities (objects) involved and additional constraints.

In the process domain, associative metadata can describe (among other things) the functionality of the process, its external interface characteristics, restrictions on utilisation of the process and its performance requirements / characteristics. 

In the event domain, associative metadata can describe the event, the temporal constraints associated with it, the other constraints associated with it and actions arising from the event occurring.

Associative metadata can also be personalised: given clear relationships between them that can be resolved automatically and unambiguously, different metadata describing the same base data may be used by different users.

Taking an orthogonal view over these different kinds of information system objects to be described, associative metadata may be classified as follows:

1) descriptive: provides additional information about the object to assist in understanding and using it;

2) restrictive: provides additional information about the object to restrict access to authorised users and is related to security, privacy, access rights, copyright and IPR (Intellectual Property Rights);

3) supportive: a separate and general information resource that can be cross-linked to an individual object to provide additional information e.g. translation to a different  language, super- or sub-terms to improve a query – the kind of support provided by a thesaurus or domain ontology;

Most examples of metadata in use today include some components of most of these kinds but neither structured formally nor specified formally so that the metadata tends to be of limited use for automated operations – particularly interoperation – thus requiring additional human interpretation.

2.5.3 Agents

Agents operate continuously and autonomously and act on behalf of the external component they represent.  They interact with other agents via brokers, whose task it is to locate suitable agents for the requested purpose.  An agent’s actions are controlled to a large extent by the associated metadata which should include either instructions, or constraints, such that the agent can act directly or deduce what action is to be taken.  Each agent is waiting to be ‘woken up’ by some kind of event; on receipt of a message the agent interprets the message and – using the metadata as parametric control – executes the appropriate action, either communicating with the external component (user, source or resource) or with brokers as a conduit to other agents representing other external components.

An agent representing an end-user accepts a request from the end-user and interacts with the end-user to refine the request (clarification and precision), first based on the user metadata and then based on the results of a first attempt to locate (via brokers and other agents) appropriate sources and resources to satisfy the request.  The proposed activity within GRIDs for that request is presented to the end-user as a ‘deal’ with any costs, restrictions on rights of use etc.  Assuming the user accepts the offered deal, the GRIDs environment then satisfies it using appropriate resources and sources and finally sends the result back to the user agent where – again using metadata – end-user presentation is determined and executed.

An agent representing a source will – with the associated metadata – respond to requests (via brokers) from other agents concerning the data or information stored, or the properties of the software stored.  Assuming the deal with the end-user is accepted, the agent performs the retrieval of data requested, or supply of software requested.

An agent representing a resource – with the associated metadata – responds to requests for utilisation of the resource with details of any costs, restrictions and relevant capabilities.  Assuming the deal with the end-user is accepted the resource agent then schedules its contribution to providing the result to the end-user. 

2.5.4 Brokers

Brokers act as ‘go betweens’ between agents.  Their task is to accept messages from an agent which request some external component (source, resource or user), identify an external component that can satisfy the request by its agent working with its associated metadata and either put the two agents in direct contact or continue to act as an intermediary, possibly invoking other brokers (and possibly agents) to handle, for example, measurement unit conversion or textual word translation.

Other brokers perform system monitoring functions including overseeing performance (and if necessary requesting more resources to contribute to the overall system e.g. more networking bandwidth or more compute power).   They may also monitor usage of external components both for statistical purposes and possibly for any charging scheme.

2.5.5 The Components Working Together

Now let us consider how the components interact.  An agent representing a user may request a broker to find an agent representing another external component such as a source or a resource.  The broker will usually consult a directory service (itself controlled by an agent) to locate potential agents representing suitable sources or resources.  The information will be returned to the requesting (user) agent, probably with recommendations as to order of preference based on criteria concerning the offered services.  The user agent matches these against preferences expressed in the metadata associated with the user and makes a choice.  The user agent then makes the appropriate recommendation to the end-user who in turn decides to ‘accept the deal’ or not.

2.6 Ambient Computing

The concept of ambient computing implies that the computing environment is always present and available in an even manner.  The concept of pervasive computing implies that the computing environment is available everywhere and is ‘into everything’.  The concept of mobile computing implies that the end-user device may be connected even when on the move.  In general usage of the term, ambient computing implies both pervasive and mobile computing.

The idea, then, is that an end-user may find herself connected (or connectable – she may choose to be disconnected) to the computing environment all the time.  The computing environment may involve information provision (access to database and web facilities), office functions (calendar, email, directory), desktop functions (word processing, spreadsheet, presentation editor), perhaps project management software and systems specialised for her application needs – accessed from her end-user device connected back to ‘home base’ so that her view of the world is as if at her desk.  In addition entertainment subsystems (video, audio, games) should be available. 

A typical configuration might comprise:

a) a headset with earphone(s) and microphone for audio communication, connected by bluetooth wireless local connection to

b) a PDA (personal digital assistant) with small screen, numeric/text keyboard (like a telephone), GSM/GPRS (mobile phone) connections for voice and data, wireless LAN connectivity and ports for connecting sensor devices (to measure anything close to the end-user) in turn connected by bluetooth to

c) an optional notebook computer carried in a backpack (but taken out for use in a suitable environment) with conventional screen, keyboard, large hard disk and connectivity through GSM/GPRS, wireless LAN, cable LAN and dial-up telephone;

The end-user would perhaps use only (a) and (b) (or maybe (b) alone using the built in speaker and microphone) in a social or professional context as mobile phone and ‘filofax’, and as entertainment centre, with or without connectivity to ‘home base’ servers and IT environment.   For more traditional working requiring keyboard and screen the notebook computer would be used, probably without the PDA.  The two might be used together with data collection validation / calibration software on the notebook computer and sensors attached to the PDA.

The balance between that (data, software) which is on servers accessed over the network and that which is on (one of) the end-user device(s) depends on the mode of work, speed of required response and likelihood of interrupted connections.  Clearly the GRIDs environment is ideal for such a user to be connected.

Such a configuration is clearly useful for a ‘road warrior’ (travelling salesman), for emergency services such as firefighters or paramedics, for businessmen, for production industry managers, for the distribution / logistics industry (warehousing, transport, delivery), for scientists in the field…. and also for leisure activities such as mountain walking, visiting an art gallery, locating a restaurant or visiting an archaeological site.

3 Healthcare Applications 

Clearly it takes little imagination to envisage the architecture described above being used in healthcare.  Some examples are described below.

3.1 At Home

3.1.1 Restorative Healthcare

The environment provides previously unimaginable opportunities.  For example remote monitoring of patients (noting privacy aspects), local management of medication, patient-clinician intercommunication.

3.1.2 Preventative Healthcare

The use of sensors and detectors in the home environment, particularly attached to the patient, makes preventative healthcare possible.  Early detection of unusual patterns in vital body systems and their rapid management is the key to effective paramedic help, but self-help by the patient in monitoring body mass index, heart rate, cholesterol levels, body temperature, blood pressure etc – and managing to keep these measured parameters between defined limits – should reduce the demands upon the healthcare services.  

From search patterns on the WWW using e.g. Google it is clear that citizens are educating themselves more about health conditions and their management, examples include arthritis (managed by diet) to menopausal effects (managed by certain homeopathic remedies).  Citizens clearly have an appetite for taking some responsibility for, and participating in, their own healthcare.  

3.2 General Practice

The availability of online access to individual patient records is clearly of benefit to the GP, allowing her to review the patient history and so providing a context for the current condition.  Online access to reference material has allowed greater leverage of the GPs skills.  The availability ‘at the fingertips’  of medical journals, drug catalogues, best-practice advice pages or datasets describing population studies, environmental conditions, sociological conditions or epidemiology has been an important aspect of improved healthcare.  

The subset of such information available to the paramedic is of the utmost importance, as is the availability of 2-way communication between the paramedic and the health centre – including the transmission of vital parameters concerning the patient to the health centre for detailed analysis and subsequent additional advice from the health centre to the paramedic.

The recording of essential components of the patient record (e.g. blood group, allergies) on paper (possibly within jewellery) carried by the patient has a long history.  The encoding of the data on a smart card improves greatly the communication between patient and paramedic or clinician – even if the patient is unable to speak or write.  The environment will make this widespread.

3.3 Specialist Treatment

Specialist advice from a teaching hospital to a GP or health centre at a remote location has been increasing with improving IT systems over more than a decade; the ‘Greek islands example’ is often quoted.  However, it is the within specialist centres that further advances are being made.  The improvement in detectors and instruments, coupled with integration of their data streams, has improved the information available to the specialist clinician thus improving the clinical decision-making.  The use of expert advisor systems – while still experimental - is indicating a way forward and should also assist in better decision-making.  The remote manipulation of surgical instruments to perform a procedure by a specialist has been demonstrated.  Robotic procedures would appear to be a possibility – and the input to the robot will only be improved by the environment.

3.4 Palliative and Aged Care

With ever-increasing lifespans in the developed world, the care of an ageing population is an economic burden as well as a sociological phenomenon. The environment can assist greatly in this area of healthcare, notably in the ways described under ‘At Home’ so allowing elderly or terminally ill patients to enjoy a better lifestyle than otherwise, with many aspects of life unchanged from earlier times – especially social interactions.  

3.5 Medical Research

Already the environment is providing new and exciting possibilities.  DNA Sequencing is now routine.   It is now possible to simulate protein folding to a detail and over a time period previously unimaginable, and to produce visualisations which, when replayed, provide a real-time experience for the researcher to aid understanding.  

Massive scale processing of anonymised patient data, linked to climatic, environmental and sociological data is now possible and it providing novel insights into potential causes of ill-health.

4 Future Work

Such an IT architectural environment inevitably poses challenging research issues.  The major ones with reference to healthcare requirements are outlined below.

4.1 Interoperation

Interoperation of datasets and systems is a key feature of healthcare – whether it concerns systems of different organisations or across national boundaries.  There has been a long history of research into this area in Computer Science.  The key problems concern character representation, language, syntax (structure) and semantics (meaning).  There is active research on optimal machine-readable and machine-understandable metadata, to describe the dataset so that it can be utilised effectively.  The actual integration and interoperation of the datasets and systems utilises techniques such as schema reconciliation utilising knowledge-engineering techniques and domain ontologies.  A technique based on topographic matching and based on graph theory has been applied in the medical domain  [KoJe95], [SkKoBeJe99].

4.2 Performance

Raw speed of processing is a characteristic of GRIDs.  However, the real benefits come with the ability to partition a task into components that can be performed in parallel, rather than in sequence, because their information handling or computation is independent.  This gives a massive speed-up and in healthcare one can imagine parallel performance of diagnostic tests.

4.3 Resilience and Reliability

Healthcare depends on reliably available information and computing power.  Systems require no single point of failure.  The GRIDs environment is evolving to such a state with avoidance of central controlling nodes.  The P2P (peer to peer) paradigm for filesharing and other activities is an example.  Within the GRIDs environment there I active R&D on ‘Self*’ (e.g. self-managing, self-tuning, self-recovering…) systems.

4.4 Quality, Accuracy, Precision and Relevance

Medical decision-making relies on accurate data.  Modern systems can provide advanced data validation on input by constraints [GoGlJe93].  Metadata describing accuracy and precision can now easily be made  available with the data so allowing the medic to make a judgement on data quality.  The relevance of the information to the case in hand is, of course, a matter for the medic.  

4.5 Knowledge-Assisted Systems

However, the use of constraints and knowledge-based technologies – such as domain ontologies for clarification of terms – can assist in the relevance of information retrieved.  Accurate data is a pre-requisite for advanced data mining or knowledge discovery.  These techniques can generate hypotheses just based on patterns detected in the datasets.  Such hypotheses may assist the medic in diagnosis.  Used in conjunction with expert advisor systems they can assist greatly in offering options for consideration which the medic may not have considered.

4.6 Usability

A related use of knowledge-based technology is in improving the usability, including the approachability and ease-of-use of the user interface.  The use of domain ontologies to assist in query formulation and precision, and the use of advanced constraint systems to improve data input quality are just two examples.  Accessibility may be a problem for the medic who is temporarily differently-abled – for example wearing surgical gloves.  The use of multimodal interfaces recognising voice, gestures and images as well as text commands is a way forward.  A related topic – and of great importance for healthcare in the home – is accessibility for differently-abled patients.

5 Conclusions 

The GRIDs architecture will provide an IT infrastructure to revolutionise and expedite the way in which we do business, maintain health and achieve leisure.  The Ambient Computing architecture will revolutionise the way in which the IT infrastructure intersects with our lives, both professional and social.  The two architectures in combination will provide the springboard for the greatest advances yet in Information Technology.  This can only be achieved by excellent R&D leading to commercial take-up and development of suitable products, to agreed standards, ideally within an environment such as W3C (the World Wide Web Consortium).  The current efforts in GRIDs computing have moved some way away from metacomputing and towards the architecture described here with the adoption of OGSA (Open Grids Services Architecture).   However, there is a general feeling that Next Generation GRIDs require an architecture rather like that described here, as reported in the Reports of the EC Expert Group on the subject [ECEGNGG03] [ECEGNGG04].
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